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“The purpose of computation is insight, not numbers”,  
Richard Hamming, author of Numerical Methods for Scientists and Engineers, 1962 & 1972
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Launching Jupyter via Anaconda 

Open Anaconda Navigator 
Click Launch under Jupyter Notebook 
A browser window will open showing your file system. 
Navigate to your working directory. On the right side of the screen, click the New button and select 
Python 3 (ipykernel) from the dropdown menu. This opens a new notebook. 

Installing and launching Jupyter with pip 

Open a terminal and run: pip install notebook 
Once installed, launch Jupyter with: jupyter notebook 

Jupyter notebook opens in a web browser 

When you launch Jupyter Notebook, it opens in your default web browser (e.g., Chrome, Firefox, 
Safari) as a tab or window. This might feel unusual at first, but don’t worry, the browser is just the 
interface. You’re not working online unless you're using a cloud service like Google Colab; your files 
and code stay on your local computer. 

Anatomy of a notebook 

A Jupyter Notebook is organized into cells: 
Code cells: Where you write and run Python code 
Markdown cells: Where you write explanations, equations, and documentation

Working with Jupyter notebook
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1. Python

6
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Know your system
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Python version, OS and architecture

Learn to pip install 

For the next exercise, we will need the module psutil.  
You can check if your Python installation contains this module as follows

If psutil is not installed in your computer, you will receive the following message

You can install psutil directly from your Jupyter notebook as follows



NOTE: The expression {total/1e9:.2f} 
shows how f-strings allow us to compute a 
value and control its numeric formatting at 
the same time.
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Disk space and RAM availability

Total RAM does not equal Available + 
Used because some memory is held in 
buffers and caches, which are used for fast 
data transfer and reuse and can be 
reclaimed by the system when needed.

Use f-strings for printing

The dot (.) is used to access data (attributes) 
or functions (methods) inside modules and 
objects. You will encounter the following 

module.function() 
module.submodule.function() 
module.attribute 
object.function() 
object.attribute



Data types
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Basic datatypes and memory requirement

Python’s default memory handling for 
integers and floats is not straightforward. 
Integers can grow arbitrarily large and 
consume increasing memory. In numerical 
computations, we will instead use numpy 
objects, which offer fixed-size numeric 
types and predictable memory usage.

This is an example of multiple assignment, 
where Python unpacks values on the right-
hand side into separate variables on the 
left. Try 
a, b = 1, 2 
print(a+b)

NOTE: this is 10**308
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Numeric / Sequence / Mapping / Boolean 

Integer, float, complex / string, list, tuple / dictionary / bool (True, False)

Dictionary 

To store key/value pairs



String manipulation
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Splicing, splitting



List
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Because tuples are immutable, they are often 
used to store function arguments and return 
multiple values safely.

NM 12

Always deep copy a list

Escape sequence for 
special characters



Numpy
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Numpy arrays 

Try the following cell-by-cell 
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Merge and split arrays 

Try the following cell-by-cell 
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Creating (or initializing) numpy arrays 

Try the following cell-by-cell 
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Guess the output of the following code blocks and check your answers by trying them 

Exercises
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Conditional expressions
A conditional expression is an expression that evaluates to either True or False: Such expressions are 
formed using relational operators and may be combined using logical operators.

Relational operators for comparison

Logical operators for combining scalar boolen values

Logical operators for combining boolen arrays

Use and (and never use &) for scalar comparison

Note: 12^2 does bitwise 
XOR and not the same as 
12**2
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if conditional branching
The if statement executes different blocks of code depending on whether a condition is True or False.

Guess the output of the following code block and check your answers by trying
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for loop
A for loop repeats a block of code once for each element in a sequence.

break and continue statements
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while loop
A while loop repeatedly executes a block of code as long as a given condition remains true.

Babylonian formula for square root: The square root of a number ( ) can be estimated by starting with a 
guess ( ) and updating it as the average of itself and ( ). Also, try np.sqrt(225) 

N
x N/x
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Implementation of Babylonian formula with stopping criteria
Use while loop with stopping criteria 

Convergence tolerance (xtol): stop when change becomes very small, controls numerical precision 
Maximum iterations (MaxIter): stop when iteration count exceeds a limit, prevents infinite loops
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How to effectively learn numerical methods
DIY numerical methods:  

An effective way to learn numerical methods is to work through a simple example for each algorithm 
without any loop or stopping condition, with Python used only for each elementary step (addition, 
multiplication, etc.), and then cross-check the results against a full computer implementation.  
This approach builds intuition, shows how each term is generated, and makes debugging numerical 
code much easier.  
Most importantly, it helps you plan the loop structure and choose appropriate stopping conditions.

iterations 2-6 not shown
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Definiting a function
Code re-usable blocks as a function
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Keep reusable code blocks in a separate Python file, e.g., nm2026_babylon.py 

This helps maintain the code in one place and reuse (i.e. import) it across multiple Jupyter notebooks.

A docstring is the text written between triple quotes (''' ... ''') inside a function, and it can be 
viewed using the built-in help() function

NOTE: If you see an error message “… not 
defined”, then you have to restart the 
kernel on the notebook 

If a module is located in a different directory, you  
may need to add that directory to sys.path so Python 
can find it. 

You can find your current working directory as follows
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Another example function
Calculate mean and standard deviation of an array and compare with np.mean() and np.std()
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Basic plotting with matplotlib.pyplot
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Input/Output

Enter the value and hit return

eval() is a Python function that takes a 
string and executes it as a Python 
expression, returning the result.

Write output in a file and read input from a file

Using a fixed-width format like 12.6E can introduce 
leading spaces in a CSV file. Using fixed-point formats 
like .6f is not suitable if the integer part becomes very 
large. Such formats are therefore not recommended for 
general-purpose numerical CSV output.

Inspect this file by 
opening in a file editor 
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Store vectors in a file and read them back
Complete workflow: Let's calculate particle-in-a-box wavefunctions, store them in a csv file, read them 
back, convert to numpy arrays, and visualize them.
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Recursive function
When to use?: When a problem is naturally defined in terms of smaller versions of itself and has a clear 
stopping (base) condition. Python limits recursion depth (≈3000 calls by default on my laptop).

import sys; print(sys.getrecursionlimit())

Calculate factorial 
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Scope
Scope: Refers to the region of a program where a variable or parameter can be used. 

Built-in scope, Global scope, Local scope, Enclosing scope

Built-in scope
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Global scope
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Enclosed scope

Local scope



2. Errors and Big-O notation

36

NM 36© 2026, Raghunathan Ramakrishnan, TIFR Hyderabad, INDIA



Input data Mathematical model Numerical solution Numerical algorithm Output data

Data error Rounding errorTruncation error

Basic concepts in error analysis
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Forward/backward error analysis 

Forward error is the error in approximating  as  if there were no error in the input. Absolute 
forward error is defined as , relative forward error is defined as  (when ). 
Forward error measures how close the computed result is to the true value and is typically the 
quantity of interest. Since this requires knowing the exact value of  (i.e., the exact solution of the 
problem we are solving), forward error is difficult to estimate.   
Since the computed value  is not the exact value , we ask if there exists a nearby input  for 
which . Then the absolute backward error  is defined as . Relative backward error is 
defined as  (when ).

f(x) f̃
| f̃ − f | | f̃ − f | / | f | f ≠ 0

f(x)

f̃ f(x) x̃
f̃ = f(x̃) | x̃ − x |

| x̃ − x | / |x | x ≠ 0

x
Sources of error

f(x)

x̃x ξ

f̃ = f (x̃)

f

Mean value theorem 

The mean value theorem relates backward error to forward error 
by showing how a perturbation in the input x produces a 
corresponding change in the output . If , then there 
exists some  between  and  such that 

.

f(x) f̃ = f(x̃)
ξ x x̃

| f(x̃) − f(x) | = | f ′￼(ξ) | | x̃ − x |
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Error bound for forward error 

Suppose we found an approximation for  with an error bound: . Then, for a monotonic 
function, , the absolute forward error is .

x x = x̃ ± ϵ
f(x) |Δf | = | f(x) − f(x̃) | ≤ max

y∈[x̃−ϵ,x̃+ϵ]
| f(y) − f(x̃) |

Example: Find the upperbound in finding the square root of a number  for  

We can find the bound as
.  

From the mean value theorem, we can also find  as
, which satisfies . 

If we cosider the maximum absolute value of the derivative, which occurs for the smallest value of , 
we have , which satisfies  . 
Hence, even though we do not have an exact value of  or the exact value of , we have an upper 
bound for the error in determining .

f(a) = a a = 2.05 ± 0.01.

max{ | a − da − a | , | a + da − a |} = max{0.003496,0.003488} = 0.003496
|Δf | = | f ′￼(ξ) | | x̃ − x |

|Δf | = |1/(2 ξ) | |Δa | = 0.01/(2 2.05) = 0.003492 |Δf | < bound
x

|Δf | = |1/(2 ξ) | |Δa | = 0.01/(2 2.04) = 0.003496 |Δf | = bound
x f(x)

f(x)



39

NM 39© 2026, Raghunathan Ramakrishnan, TIFR Hyderabad, INDIA

Problem 1: Suppose you have measured the radius of a cell or a droplet from the cross-section as 
. Find an error bound for the area of the cross-section. 

Problem 2: The rate of a reaction follows  If the temperature is measured as 
, find the maximum error one can expect for the rate constant.

r = 10 ± 0.1 μm

k(T ) = exp(−1/T ) .
T = 300 ± 1 K

Error propagation for simple arithmetic operations 

Suppose we want to add, subtract, multiply or divide two numbers  and . We only have the 
approximations  and . Then, the error bounds follow 

,   
,   
,   

,  

x1 x2
x1 x2

f(x1, x2) = x1 + x2 |Δf | = | f − f̃ | ≤ |Δx1 | + |Δx2 |
f(x1, x2) = x1 − x2 |Δf | = | f − f̃ | ≤ |Δx1 | + |Δx2 |
f(x1, x2) = x1 × x2 |Δf | / | f | = | f − f̃ | / | f | ≤ |Δx1/x1 | + |Δx2/x2 |
f(x1, x2) = x1/x2 |Δf | / | f | = | f − f̃ | / | f | ≤ |Δx1/x1 | + |Δx2/x2 |

Problem 3: Suppose the efficiency of the solar heater is given as , where  is a constant that 
we know very accurately, while the volume flow ( ), net temperature difference between the outlet and 
inlet ( ), and irradiance ( ). Suppose we have two solar heaters for which we know the errors in the 
parameters as follows.  

S1: Relative errors of 1.5%, 1% and 3.6% for , , and  

S2: Relative errors of 0.5%, 1% and 2% for , , and  

Calculate the error bounds for the efficiency and comment on whether one can conclude whether one 
solar heater is better than the other.

η = KQTd /I K
Q

Td I

Q Td I

Q Td I
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Solution 1: From mean value theorem:  

Solution 2: ,  

Solution 3:  

 

Suppose  and , then  and . As long 
as the intervals do not overlap, one can be sure if one collector is better than the other. 

|A′￼(r) | = 2πr ⟹ |ΔA | ≤ 2π(10.1)(0.1)

k′￼(T ) = (e−1/T)/T2 |Δk | ≤ max
T∈[299,301]

|k′￼(T ) |ΔT

Δη
η

≤
ΔQ
Q

+
ΔTd

Td
+

ΔI
I

Δη1

η1
≤ (1.5 + 1 + 3.6) ⋅ 0.01 = 0.061;

Δη2

η2
≤ (0.5 + 1 + 2) ⋅ 0.01 = 0.035

η1 = x1 η2 = x2 x1 − 0.061 ≤ η1 ≤ x1 + 0.061 x2 − 0.035 ≤ η2 ≤ x2 + 0.035

Generalization to a multivariate function 

Suppose  is differentiable in a neighborhood of , then the maximal error bound 

is given by .

f(x) x = (x1, x2, …, xn)
|Δf | ≤

n

∑
k=1

∂f
∂xk

Δxk

Problem 4:  Find the error bound for , where  and .f(x1, x2) = sin(x2
1 x2) x1 = 0.75 ± 0.01 x2 = 0.413 ± 0.003
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Computer representation of numbers

Let’s start with a motivating example. Try the following Python statements and explain the output.

We find that one output is positive and another is negative. This means, 7./3-4./3 should be greater 
than 1 and 8./3-5./3 should be less than 1.  

To understand why we are getting these answers, neither are precisely 1, we need to understand how 
real numbers (i.e., floats) are represented in a computer.

If an N-bit fixed-point representation (where each float is stored in N-bits), suppose M bits are reserved 
for the integer part, then N-M bits are reserved for the decimal part. 

In an N-bit representation, N significant figures are retained in the binary format.  

Python follows the IEEE-754 standard for floating-point arithmetic.
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In general, a number is stored in the form (known as the normalized form) 

 

 is the sign bit,  is the mantissa (bits that encode the fractional significant figures excluding the leading 
1, which is left to the decimal point),  is the -th digit in mantissa and  is the exponent to be encoded.  

 is a 1-bit integer with allowed values 0 (denotes positive) or 1 (denotes negative). 

If the exponent  is an n-bit integer, it can store  integers from  to . Accordingly, 
will be the first integer, and  will be the last integer in the -th position. So, in general, instead of 
using , we will use , where . This is will become clear with an example later.  

Mantissa: Let’s try to understand the mantissa,  from scratch.

(−1)S × M × 2e = (−1)S × [1 + ∑
i

Mi2−i] × 2e

S M
Mi i e

S

E 2n −2n−1 2n−1 − 1 −2n−1

2n−1 − 1 2n

E e = E + d d = 2n−1 − 1

M

Decimal numbers are base-10 numbers. For example, 22.5 can be written as 
. We can write 22.5 as .2 × 101 + 2 × 100 + 5 × 10−1 0.225 × 102 = (2 × 10−1 + 2 × 10−2 + 5 × 10−3) × 102

Let’s write 22.5 as a base-2 number. 
Let’s start with the integer part.  (this is the least significant digit in the binary 
representation), , , ,  (this 
is the most significant digit in the binary representation). So, we will write the integer part as 10110 
Now the decimal part.  and we can’t continue beyond.  
Overall, we can write . 

 
We can write  as  or  

 which can be written as .

22/2 = 11 remainder 0
11/2 = 5 remainder 1 5/2 = 2 remainder 1 2/2 = 1 remainder 0 1/2 = 0 remainder 1

0.5 × 2 = 1.0
(22.5)10

= (10110.1)2

10110.1 1 × 24 + 0 × 23 + 1 × 22 + 1 × 21 + 0 × 20 + 1 × 2−1

1.01101 × 24 1 + (0 × 2−1 + 1 × 2−2 + 1 × 2−3 + 0 × 2−4 + 1 × 2−5) × 24
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Let’s try another example. Convert the base-10 number -0.8125 to a base-2 number.  
Let’s start with the integer part.   
Now the decimal part. , where (1 is the most significant binary digit), 

 (giving another binary digit 1),  (giving another binary digit 0), and  
 (giving another binary digit 1), and we can’t continue beyond. Overall, we can write 

 in the normalized form (which is ). Here we can 

see that the mantissa  is .  
 
As stated before, instead of , we will use the form . 
 
Suppose we use 8 bits to store the exponent form, then there are  integer values. As stated 
before, . So, , which means -1 will be the 126th 
integer among the 256 values. 

−0/2 = 0 remainder 0
0.8125 × 2 = 1.6250

0.625 × 2 = 1.25 0.25 × 2 = 0.5
0.5 × 2 = 1
(−0.8125)10

= (−0.1101)2 = − 1.101 × 2−1 ±1 ⋅ M × 2E

M 101

±1 ⋅ M × 2E ±1 ⋅ M × 2e

28 = 256
d = 28−1 − 1 = 27 − 1 = 127 e = E + d = − 1 + 127 = 126

According to IEEE-754 standard, to store a float in a 32 bits, we reserve 1 bit for the sign, 8 bits for the 
exponent (as shown in the example above), and the remaining bits (32-9=23 bits) to store the mantissa. 
Hence, the mantissa 101 will be stored as 1010 0000 0000 0000 0000 000 (where a space is introduced 
to aid the eye).
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No. of bits Precision Sign Exponent Mantissa
32 Single 1 8 23

64 Double 1 11 52

128 Quadruple 1 15 64

The following table summarizes the bits allocated for sign, exponent and mantissa according to the  
IEEE-754 standard.

With double precision (64 bit floats), 1 is represented as  (with 52 zeros, mantissa) and 
the next floating point number greater than 1 we can represent in a computer is  
which, in decimal values equals to , where  is the machine epsilon (or machine precision).

+1.000…000 × 20

+1.000…001 × 20

1 + 2−52 2−52 = ϵ

Rounding off floats: According to the IEEE-754 standard, rounding off a float is done by following three 
rules 

Rule 1: If the 53rd bit is 0, then truncate after the 52nd bit (rounding down) 

Rule 2: If the 53rd bit is 1, then add 1 to the 52nd bit (rounding up) 

Rule 3: If the 53rd bit is 1, but if 54th, 55th, .., and all known values beyond are 0, then, add 1 to the 
52nd bit, if the 52nd bit is 1. 
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Applying these ideas to 7./3-4./3 and 8./3-5./3: 

Let’s write 9.4 as a base-2 number. 
Let’s start with the integer part.  (this is the least significant digit in the binary 
representation), , ,  (this is the most significant 
digit in the binary representation which will be the left most). So, we will write the integer part as 1001.  
Now the decimal part.   (giving the digit 0),  (giving the digit 1),  
(giving the digit 1),  (giving the digit 0)…overall 0110…which will continue as 0110 0110 …  

We can write 9.4 as 1001.0110 0110 0110 0110 … or 1.0010 1100 1100 … 1100 1100, the 53rd bit 
should be 1, hence we follow Rule 2 and add 1 to the 52nd bit to get 1.0010 1100 … 1100 1101.

9/2 = 4 remainder 1
4/2 = 2 remainder 0 2/2 = 1 remainder 0 1/2 = 0 remainder 1

0.4 × 2 = 0.8 0.8 × 2 = 1.6 0.6 × 2 = 1.2
0.2 × 2 = 0.4

7./3 = 10.0101 0101 … 0101 x 21 = 1.0010 1010 … 1010 x 21= 1.0010 1010 … 1011 x 21 (Rule 2) 

4./3 = 1.0101 0101 … 0101 x 20= 0.1010 1010 … 1010 x 21 (Rule 1) 

7./3-4./3 = (1.0010 1010 … 1011 - 0.1010 1010 … 1010) x 21 = ( 0.1000 0000 … 0001) x 21 

(Rule 3)=  (Recall, 1.0 - 0.1 = 0.1)1 + 2−52 = 1 + ϵ

Similarly, repeat 8./3-5./3 to find that it equals to . 1 − 2−52 = 1 − ϵ

Base-2 representation using the struct module: 



46

NM 46© 2026, Raghunathan Ramakrishnan, TIFR Hyderabad, INDIA

Recall that numbers are stored in normalized form (which is ). Hence, 1 should be stored as 
1x20. Hence, the mantissa will be 0000 0000 … 0000 as 1 is represented as 1.000 000 … 000 x 20 

We have  and as stated before in the Table,  bits are allocated to exponents. Hence, 
. So, , which means 0 will be the 1023rd 

integer among the 2048 values. We know that the binary represenation of 1023 is 1111 1111 11 (10 
ones). Since have 11 bits, 1023 will be represented as 0111 1111 1111 (zero followed by 10 ones).

±1 ⋅ M × 2e

E = 0 n = 11
d = 210−1 − 1 = 210 − 1 = 1023 e = E + d = 0 + 1023 = 1023
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Big-O notation for scaling
Big-O notation is useful to understand 

How quickly does the value of a function (e.g., error/residual) approach zero or infinity? 
How much CPU time does an algorithm take? 
How much memory (RAM or hard disk) does it require to store an array or matrix?

For two functions  and , if  when  or , then we say . f(x) g(x) | f(x) | ≤ C |g(x) | lim
x→0

lim
x→∞

f(x) = O(g(x))

Example: Let’s understand the scaling of the finite-step error in approximating the derivative of a function 

using the forward-difference formula: .  

According to Taylor’s residual theorem, the error in the forward-difference approximation is 

 or , where .  

The residual in the approximation is . Hence, we say that the 

error in the forward difference formula scales linearly (or decreases linearly) with the step size.

D f(x; h) =
f(x + h) − f(x)

h

f(x + h) = f(x) + hf′￼(x) +
h2

2
f′￼′￼(ξ)

f(x + h) − f(x)
h

= D f(x; h) = f′￼(x) +
h
2

f′￼′￼(ξ) ξ ∈ (x, x + h)

R(h) = Df(x; h) − f′￼(x) =
h
2

f′￼′￼(ξ) = Ch

Exercise: Find the scaling of the finite-step error in approximating the derivative of a function using the 

central-difference formula:  using Taylor’s residual formula  

According to Taylor’s residual theorem, the error in the central-difference approximation is 

.

D f(x; h) =
f(x + h) − f(x − h)

2h

f(x + h) = f(x) + hf′￼(x) +
h2

2
f′￼′￼(x) +

h3

3!
f′￼′￼′￼(ξ)
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Exercise: For the following values of step size,  plot the absolute value of the 
residuals of the forward difference and central difference formulae as a function of . Comment on the 
shape of these plots. Take for example,  and .

h = 0.1, 0.2, 0.3, 0.4, 0.5
h

f(x) = sin(x) x = 1

Big-O notation for CPU time 

Runtime complexity (or time-scaling) of the following loop structures are , , and . 

Suppose the runtime of an algorithm scales as , where  is a problem size (such as the length 
of a vector), then we say that the runtime scales as  for large values of .

O(n) O(n2) O(n3)

2n3 − n2 n
O(n3) n

Exercise: Fit the residuals of the forward difference formula to a polynomial . Use 
NumPy’s polynomial fitting function: coef_f = np.polyfit(hs, err_f, 2) where coef_f  returns 
[ ]. 

What are the values of the coefficients? 
Is  approximately zero? Why should it be? 
What does the fitting tell about the order of the method?

R(h) = c0 + c1h + c2h2

c2, c1, c0

c0
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Logarithmic scaling: The  runtime complexity of the following loop is  

 

Let’s assume that the loop has  iterations. Hence, the loop runs until  exceeds . If we solve for , we 
find . Hence, we say that the number of iterations  is .

O(log n)

k 2k n k
k = log2 n k O(log n)

Vector operations: Graphical representations of the dot product, matrix-vector multiplication, and matrix-
matrix multiplication are as follows. 

The dimensionality of the output of these vector operations can also be graphically represented as follows

runtime O(m) O(n × m) O(n × m × p)
(  dot products)n (  matrix-vector multiplications)p

n × m n × m m × p

1 × 1 n × 1

n × p
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Exercise: Suppose , , and  are  matrices. What are the runtime complexities of the operations 
  and . Suppose for a problem in quantum mechanics, you want to numerically perform a 

similarity transformation . How will you implement it?

A B C n × n
A × B A × B × C

VT × H × V

Exercise: Without using Numpy’s matrix multiplication or dot product functions, implement the following 

A function dot(x,y) to compute dot product of two vectors. 

A function matvec(A,x) to compute matrix-vector multiplication by calling dot. 

A function matmat(X, B) to compute matrix-matrix multiplication by calling matvec.

Big-O notation for memory (or storage) 

Storing a vector of size  requires  bytes in RAM. Hence, we say that storing a vector is . 
Storing a dense matrix, i.e., a matrix with no zeros (or with zeros but without a structure), scales as 

. However, storing a band matrix requires  storage if the bandwidth is small . 

n 8n O(n)

O(n2) O(n) b < < n



3. Linear Equations (direct methods)
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Rank of a matrix: The rank of a matrix  (where  means the set of all real-valued  
matrices is the number of linearly independent columns of a matrix. 

The rank of a matrix is easy to demonstrate using the singular value decomposition (SVD) of the 
matrix , where the diagonal matrix  contains the singular values (which are ).  
Singular values are squares roots of eigenvalues of . So, they are never negative. 
The rank of  is the number of non-zero singular values of . 

Important point: The SVD of the transpose of a matrix is  with the same 
singular values. Hence, the rank is also equal to the number of its linearly independent rows.

A ∈ ℝm×n ℝm×n m × n

A = UΣVT Σ ≥ 0
ATA

A Σ
AT = (UΣVT)T = VΣUT

System of linear equations

Example 1: The rank of the matrix [[1,2],[2,4],[3,6]] is 1 because the two columns are 
proportional to one another. So, there is only one linearly independent column. 

Example 2: The rank of the matrix [[1,0],[1,1],[0,1]] is 2 because the two columns are linearly 
independent. The rank of the matrix [[1,0,1],[0,1,1]] is also 2 not only because the sum of first 
two columns equates third but also that the number of linearly indepent rows is 2.
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Linear system: If we have  linear equations involving  variables 

 

We can write it compactly as , where . 
If , and if the rank of the matrix  is  (full-rank square system), then the system has a unique 
solution given formally by .  
If , and if the rank of the matrix  is  (rank-deficient square system), then the system has 
no or infinitely many solutions. 
If  (more equations than unknown), we have an overspecified system (or overdetermined 
system). In this case, usually there is no exact solution. 
If , we have an underspecified system (or underdetermined systems). If the rank of the  matrix 

 is  (full-rank system), then the system can have infinitely many exact solutions. 
The term full-rank means .

m n

a11x1 + a12x2 + … + a1nxn = b1

a21x1 + a22x2 + … + a2nxn = b2
⋮

am1x1 + am2x2 + … + amnxn = bm

Ax = b A ∈ ℝm×n

m = n A n
x = A−1b

m = n A < n

m > n

m < n
A m

min(m, n)

Exact and least squares solution: 

For  (and rank of ), and   (and rank of ), the linear system has exact 
solutions with L.H.S equating R.H.S (unique in the first case, infinitely many in the second). 
If , then typically an exact solution does not exist (as we have fewer unknowns to explain 
many equations). So, the solution in this case is the one that minimizes the norm of . 

m = n A = n m < n A = m

m > n
Ax − b
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Consistent system: A system is consistent of there exists  such that .  

In other words, a system is consistent only if  is a linear combination of the columns of . 
If no  exists, the system is inconsistent.

x Ax = b

b A
x

Formal solutions: Let’s consider the system , where . 

1. For  (rank of ),  

2. For  (rank of ), the least squares solution is . The solution minimizes 
the residual norm  

3. For  (rank of ), then, there are infinitely many exact solutions. The solution 

 minimizes the solution norm  
4. As a special case, suppose we have a rank, then if the system is consistent, we can find the 

minimum-norm exact solution. If the system is inconsistent, we can find the minimum-norm least 
squares solution using singular value decomposition (SVD).

Ax = b A ∈ ℝm×n

m = n A = n x = A−1b
m > n A = n x = (ATA)−1 ATb

∥Ax − b∥2
m < n A = m

x = AT (AAT)−1 b ∥x∥2

Pseudo inverse: For all cases, we can give the solution as , where  is called the pseudo-inverse 

1.  

2.  

3.  
4.  (from SVD). This is the most general formula (of Moore-Penrose pseudoinverse) and 

other three can be shown as its special case.

x = A†b A†

A† = A−1

A† = (ATA)−1 AT

A† = AT (AAT)−1

A† = VΣ†UT
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Diagonal system: Suppose   is a diagonal matrix 

     or     

the solution takes the closed form . The algorithm to solve this system is as follows

A ∈ ℝn×n

a11x1 + 0 + … + 0 = b1

0 + a22x2 + … + 0 = b2
⋮

0 + 0 + … + annxn = bn

a11x1 = b1

a22x2 = b2
⋮

annxn = bn

xi = bi /aii

Full-rank square system

For most part of this section, you can verify 
the solut ion to l inear systems using 
linalg.solve method from numpy

Recall big-O notation 

The runtime complexity of the solution of a diagonal system is exactly , or . n O(n)
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Upper triangular system: Suppose  is such that  when . 

     or     

then, the solution algorithm is as follows. 
First, solve the last equation as . The penultimate equation is  

which can be solved as . This is called backward substitution. 

Similarly, , and in general,  with 

.

A ∈ ℝn×n aij = 0 i > j

a11x1 + a12x2 + … + a1nxn = b1

0 + a22x2 + … + a2nxn = b2
⋮

0 + 0 + … + annxn = bn

a11x1 + a12x2 + … + a1nxn = b1

a22x2 + … + a2nxn = b2
⋮

annxn = bn

xn = bn /ann an−1 n−1xn−1 + an nxn = bn−1

xn−1 =
1

an−1 n−1
(bn−1 − an nxn)

xn−2 =
1

an−2 n−2
(bn−2 − an−2 n−1xn−1 − an−2 nxn) xi =

1
ai i

bi −
n

∑
j=i+1

ai jxj

i = n, n − 1,…,1

 iterationsn(n − 1)/2
times 2

plus n

The runtime complexity is exactly
 , 

i.e., the runtime scaling is .
n(n − 1)/2 × 2 + n = n(n − 1) + n = n2

O(n2)

Triangular systems
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Lower triangular system: Suppose  is such that  when . 

       

then, the solution algorithm is as follows. 
First, solve the first equation as . The second equation is  which can be 

solved as . This is called forward substitution. 

Similarly, , and in general,  with  

A ∈ ℝn×n aij = 0 i < j

a11x1 = b1

a21x1 + a22x2 = b2
⋮

an1x1 + an2x2 + … + annxn = bn

x1 = b1/a11 a2 1x1 + a2 2x2 = b2

x2 =
1

a2 2
(b2 − a2 1x1)

x3 =
1

a3 3
(b3 − a3 2x2 − a3 1x1) xi =

1
ai i

bi −
i−1

∑
j=1

ai jxj i = 1,2,…, n
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Gaussian elimination (without pivoting)
Elementary row operations: The following operations leave the linear system invariant. 

Multiplying a row (i.e., an equation) by a scalar  
Exchange of two equations  
Replacing a row with the same row after subtracting a multiple of another row 

Ri ← sRi
Ri ↔ Rj

Ri ← Ri − sRj
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Gaussian elimination: The algorithm (or steps)  to convert a linear system into a row-echelon form (or row 
step form). We will start with the augmented matrix 

 

and apply elementary row operations to get 

[A ∣ b] =

a11 a12 ⋯ a1n ∣ b1

a21 a22 ⋯ a2n ∣ b2

⋮ ⋮ ⋱ ⋮ ∣ ⋮
an1 an2 ⋯ ann ∣ bn

[Ã ∣ b̃] =

a11 a12 ⋯ a1n ∣ b1

0 ã22 ⋯ ã2n ∣ b̃2

⋮ ⋮ ⋱ ⋮ ∣ ⋮
0 0 ⋯ ãnn ∣ b̃n

If we perform the operation , we get 

 

If we continue to do  until , we can eliminate the remaining 

elements in the first column (except the element in the first row).  
Shortly, use the first row to eliminate the rest of the first column. 
The algorithm will fail if  (or if any of the diagonal element is zero).

R2 ← R2 − R1
a12

a11

[A ∣ b] =

a11 a12 ⋯ a1n ∣ b1

a21 − a21

a11
a11 a22 − a21

a11
a12 ⋯ a2n − a21

a11
a1n ∣ b2 − a21

a11
b2

⋮ ⋮ ⋱ ⋮ ∣ ⋮
an1 an2 ⋯ ann ∣ bn

=

a11 a12 ⋯ a1n ∣ b1

0 ã22 ⋯ ã2n ∣ b̃2

⋮ ⋮ ⋱ ⋮ ∣ ⋮
an1 an2 ⋯ ann ∣ bn

R3 ↔ R3 − R1
a13

a11
Rn ↔ Rn − R1

a1n

a11

a1 1 = 0
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Algorithm: Let’s go through the algorithm step-by-step
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Algorithm: Let’s loop over j
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Algorithm: Loop over both i and j
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Complete code for Gaussian elimination for a full-rank square system

 iterationsO(n)
 iterationsO(n)

 iterationsO(n) Total runtime complexity is .O(n3)

 iterationsO(n2)
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LU decomposition or LU factorization (without pivoting)

In Gaussian elimination, we solve  by converting the augmented matrix  into 
 and solve  by back substitution. In general, one can solve multiple linear systems 

of the form  , starting with . 
It is more convenient to have a procedure to calculate  that does not involve the constant vector . 
In LU decomposition,  is decomposed as a product of a lower and an upper triangular matrix, . 
The original problem  is solved as .  
The first step is to solve , then one solves .

Ax = b [A ∣ b]
[Ã ∣ b̃] = [U ∣ b̃] Ux = b̃

A[x1, x2, …, xn] = [b1, b2, …, bn] [A ∣ b1, b2, …, bn]
U b

A A = LU
Ax = b LUx = b

Ly = b Ux = y

A special case of a nilpotent matrix:  is called a nilpotent matrix  for integer value of  
A submultiplicative matrix norm follows . Hence, . 
Further, if , then  converges. This series (which looks like 
Taylor series) is called as Neuman series. 
If , then , so  . 
A special case of  is , where  contains 1 at row-  and column- , and 0 elsewhere. Hence 

 contains  at row-i and column-j, and 0 elsewhere.  
 

, 

N Nk = 0 k
∥AB∥ ≤ ∥A∥∥B∥ ∥Nk∥ ≤ ∥N∥k

∥N∥ ≤ 1 (I + N)−1 = I − N + N2 − N3 + …

N2 = 0 (I + N)−1 = I − N (I + N)−1(I + N) = (I − N)(I + N) = I + N − N − N2 = I
N M = mEij Eij i j

M m
M2 = 0

M =

0 0 ⋯ 0
0 0 ⋯ 0
⋮ ⋮ ⋱ ⋮
m 0 0 0
⋮ ⋮ ⋱ ⋮
0 0 ⋯ 0

(I + M)−1 =

1 0 ⋯ 0
0 1 ⋯ 0
⋮ ⋮ ⋱ ⋮

−m 0 1 0
⋮ ⋮ ⋱ ⋮
0 0 ⋯ 1
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Row reduction as matrix multiplication:

remove second-row, first column

remove the rest of first column
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Upper triangular matrix, U

 as a nilpotent matrix: 
From the above exercise, we can write , where   
Note that , and we know that . 

Since, , we have  
So, we have  

,  

Overall,  . Since,  is a lower-triangular matrix, we denote it 
as . So, we have , where  (which collects all the m values).

M
U = MA U = ΠijMijA

Mij = I − mEij M−1
ij = (I − mEij)−1 = I + mEij

M = M34M24M14M23M13M12 M−1 = M−1
12 M−1

13 M−1
23 M−1

14 M−1
24 M−1

34

Mij =

1 0 ⋯ 0
0 1 ⋯ 0
⋮ ⋮ ⋱ ⋮
0 0 −mij 0
⋮ ⋮ ⋱ ⋮
0 0 ⋯ 1

M−1
ij =

1 0 ⋯ 0
0 1 ⋯ 0
⋮ ⋮ ⋱ ⋮
0 0 mij 0
⋮ ⋮ ⋱ ⋮
0 0 ⋯ 1

U = MA ⟹ M−1U = M−1MA = A M−1

L LU = A M−1 = L
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LU-decomposition (expanded): 
Store  at each step to form the  matrixm L

Collect elements for the lower 
triangular matrix, L
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LU-decomposition (compact): 
Store  at each step to form the  matrix 
Find  as done in gausselim (on page 63)

m L
U
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Complete code for solving a full-rank square system using LU decomposition 
The original problem  will be solved as , and .Ax = b Ly = b Ux = y

 iterationsO(n)

Total runtime complexity is .O(n3)

 iterationsO(n2)

 iterationsO(n2)

 iterationsO(n)
 iterationsO(n)
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Compact storage: 
The diagonal elements of  are 1. So, the other non-zero elements can be stored along with L U
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Pivoting
Gaussian elimination and LU decomposition fail if during row-reduction, the diagonal elements entering 
as denominator becomes zero. This is shown in the following example. 
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Partial pivoting: 
For each column , among rows , swap rows such that  has maximum absolute value 
With rows permuted, the equations become . 

i i, i + 1,…, n − 1 Aii
PA = LU
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Using scipy.linalg.lu
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Cholesky decomposition for positive definite A
Positive definite matrix: 

A positive definite matrix has to be symmetric 
 for any nonzero vector, , which means all the eigenvalues of  are positive 

 is nonsingular;  
All diagonal elements are positive 
The largest element of  lies on the diagonal

xTAx > 0 x A
A |A | > 0

A

Cholesky decomposition: 
For a positive definite, , Cholesky decomposition is an efficient method 
The goal is to factorize  as .

A
A LLT

a11 a12 a13
a12 a22 a23
a13 a23 a33

=
L11 0 0
L21 L22 0
L31 L32 L33

L11 L21 L31

0 L22 L32

0. 0 L33

First column 
 

,  
Second column 

 

 
Third column 

a11 = L11L11 ⟹ L11 = a11

a12 = L11L21 ⟹ L21 = a12/L11 a13 = L11L31 ⟹ L31 = a13/L11

a22 = L2
21 + L2

22 ⟹ L2
22 = a22 − L2

21 ⟹ L22 = a22 − L2
21

a23 = L31L21 + L32L22 ⟹ L32L22 = a23 − L31L21 ⟹ L32 = (a23 − L31L21)/L22

a33 = L2
31 + L2

32 + L2
33 ⟹ L2

33 = a33 − L2
31 − L2

32 ⟹ L33 = a33 − L2
31 − L2

32
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Compare with page 70, U[i,j]
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Using scipy.linalg.cho_factor and scipy.linalg.cho_solve 

Exercise: Test the code Cholesky for  and , and ,  and compare with 
the solut ion f rom np.linalg.solve and the scipy.linalg.cho_factor and 
scipy.linalg.cho_solve combo. You can calculate the CPU time as follows. 

n = 100 bi = i Aii = i Aij = 1/(i + j)
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Example: Similar matrices of different behaviour

Solve  for , , and  

 for ,  

The system where the solution varies strongly with small changes in  is an ill-conditioned system 

Find  for both systems.

A1x1 = b1 A1 = [0.45368292 0.19382865
0.70364726 0.52104011] b1 = [0.48554638

0.87421091]
A2x2 = b2 A2 = [0.40563526 0.26686200

0.73033346 0.48047658] b2 = [0.39812529
0.92276554]

b

κ2(A)
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Show that these vectors , , and  are orthogonal to one 
another. Once normalized, these vectors form an orthonormal basis of . Normalize  and 
save as . 

For , verify that   or   

and  or . 

Verify that for an arbitrary vector in , ,  

and  

Verify that ,  are the singular values of  and  is the right singular vector:   

Find the condition number, , of  as the ratio between its maximum and minimum singular values.

v1 = [1,2,2]T v2 = [−2, − 1,2]T v3 = [−2,2, − 1]T

ℝ3 {v1, v2, v3}
{e1, e2, e3}

A = [4 11 14
8 7 −2] ∥Ae1∥2 = eT

1 ATAe1 = 360 ∥Ae1∥ = 6 10 = 18.9737 = σ1

∥Ae2∥2 = 90 ∥Ae2∥ = eT
2 ATAe2 = 3 10 = 9.4868 = σ2

ℝ3 x = x1e1 + x2e2 + x3e3 Ax = [18x1 + 3x2

6x1 − 9x2 ]
∥Ax∥2 = (18x1 + 3x2)2 + (6x1 − 9x2)2 = 360x2

1 + 90x2
2

σ1 σ2 A V = [e1, e2, e3] A = UΣVT

κ2(A) A

Exercise: Condition number

From “Linear algebra and its applications” by David C. Lay
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Exercise: Correlation matrix

An equicorrelation matrix is defined as , where . For various values 

 and  calculate . 

Solution:  

This matrix has one non-repeating (i.e. multiplicity 1) eigenvalue  and one repeating 
eigenvalue of multiplicity , .  

For , , and for , .

A =

1 ρ ρ ρ
ρ 1 ρ ρ
ρ ρ 1 ρ

⋱
ρ ρ ρ 1

ρ ∈ [0,1]

ρ = 0, 0.1, 0.2, …, 1 n = 10 κ2(A)

λ1 = 1 + (n − 1)ρ
n − 1 λ2 = 1 − ρ

ρ = 0 κ2(A) =
σmax

σmin
=

|λmax |
|λmin |

=
1
1

= 1 ρ = 1 κ2(A) =
σmax

σmin
=

|λmax |
|λmin |

=
n
0

= ∞
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Exercise: Laplacian matrix

The 1-D Laplacian matrix is defined as .. For various sizes of  

( ), plot  as a function of . 

Solution:  

The eigenvalues of  are . The singular values are eigenvalues 

of .  

Hence,  and . 

Using , .  

Hence, . 

A =

−2 1 0 0
1 −2 1 0
0 1 −2 0

⋱
0 0 0 −2

A

n = 21,22, …,210 κ2(A) n

A λk = − 2 + 2 cos ( kπ
n + 1 ), k = 1,…, n

σk = eig . (ATA) = |λk |

σk = ∈ [0,4] σmax = 4

cos x ≈ 1 −
x2

2
λk = − 2 + 2 (1 −

kπ
2(n + 1) ) = 2 + 2 − 2

(kπ)2

2(n + 1)2
= −

(kπ)2

(n + 1)2

σmin = σ1 =
(π)2

(n + 1)2

κ2(A) =
σmax

σmin
≈

4
π2/(n + 1)2

≈ Cn2



4. Linear Equations (iterative methods)
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Fixed point iteration 
To solve an equation , we can rewrite the equation as , and apply the working 
formula . If the iteration converges,  (where  is the solution). 
For an -dimensional problem, 

f(x) = 0 x = g(x)
xk+1 = g(xk) xk → x* as k → ∞ x*

n xk+1 = g(xk)

Stationary interative methods 
To solve , we split the matrix as  and write  

 
For an -dimensional problem, 

Ax = b A = M − N
(M − N)x = b ⟹ Mx = Nx + b ⟹ x = M−1(Nx + b) ⟹ xk+1 = M−1(Nxk + b)

n xk+1 = g(xk)

Jacobi method 
 can be written as  where , , and , are the lower triangular, upper triangular, and 

diagonal parts of . 
In Jacobi method , hence , and . 
 The working formula is .

A L + U + D L U D
A
M = D A = L + U + D = L + U + M = M − N N = − (L + U)

xk+1 = M−1(Nxk + b) ⟹ xk+1 = D−1(−(L + U)xk + b)

Let’s try the same example as before

Stationary iterative method: Jacobi method
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Simple implementation: 
Let’s run the iteration a few times using matrix operations

matrix-matrix or matrix-vector multiplication
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Convergence termination with a while loop:
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Elementwise operation to avoid zeros: 
Let’s write the definitions of elements in . 
Let’s start with . At the -iteration, , where . 
Element wise formula for matrix vector multiplication :  

Since  is a diagonal matrix,  

 

 

Elementwise replacement of the above line is as follows

xk = D−1(−(L + U)xk + b)
xk = M−1(Nxk + b) k x = (TNx + Tb) T = M−1

xj = ∑
m,n

TjmNm,nxn + ∑
m

Tjmbm

T = M−1 xj = ∑
m,n

TjmδjmNm,nxn + ∑
m

Tjmδjmbm = ∑
n

TjjNj,nxn + Tjjbj

xj = ∑
n

TjjNj,nxn + Tjjbj = Tjj(∑
n

Nj,nxn + bj) = (1/Djj)(∑
n

− (Lj,n + Uj,n)xn + bj)

xj = (1/Djj)(∑
n≠j

− (Lj,n + Uj,n)xn + bj) = (1/Ajj)(bj − ∑
n≠j

Aj,nxn)
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Exercise: Write a function to implement an iterative linear solver using the Jacobi iteration.
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Non-stationary iterative method: Steepest descent method
Steepest descent method 

To solve, , using fixed-point iteration .  
Works for symmetric positive definite  (the corresponding equation has a unique solution).  
The idea is to apply , where  is a scalar and  is an approximate search direction 
which is parallel to the error vector . 

The method minimizes the function . We will start with a guess vector  and we 

need to find a direction, , of steepest descent (towards minimum) of For this we have to find 
.

Ax = b xk+1 = g(xk)
A

xk+1 = xk + αkpk αk pk
ek = x − xk

ϕ(x) =
1
2

xTAx − bTx x0

p0 ϕ(x) .
−∇ϕ(x0)

Direction of steepest descent 

Start with  and apply a displacement 

 

 

 

 is a scalar, so . Similarly  

 

. 
The iteration formula becomes  where . 

ϕ(x) =
1
2

xTAx − bTx

ϕ(x + h) =
1
2

(x + h)TA(x + h) − bT(x + h) =
1
2

(xTAx + xTAh + hTAx + hTAh) − bTx − bTh

ϕ(x + h) − ϕ(x) =
1
2

(xTAx + xTAh + hTAx + hTAh) − bTx − bTh − (
1
2

xTAx − bTx)

ϕ(x + h) − ϕ(x) ≈
1
2

(xTAh + hTAx) − bTh; 𝒪(h2) = 0

xTAh xTAh = (xTAh)T = hTATx = hTAx bTh = hTb

ϕ(x + h) − ϕ(x) =
1
2

(hTAx + hTAx) − hTb = hT (Ax − b) ≈ hT ∇ϕ(x)

∇ϕ(x) = Ax − b ⟹ − ∇ϕ(x) = b − Ax
xk+1 = xk + αkrk rk = b − Axk
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Exercise: Start with  and solve  to find  

. 

ϕ(α) =
1
2

(xk + αrk)
TA(xk + αrk) − bT(xk + αrk) dϕ(α)/dα = 0

αmin = αk =
rT

k rk

rT
k Ark

Steepest descent iteration 
Start with a guess vector  

Find  where  and , and so on

x0

x1 = x0 + α0r0 r0 = b − Ax0 α0 =
rT

0 r0

rT
0 Ar0

Simple implementation:
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Exercise: Laplacian matrix

Solve , where  is the Laplacian matrix defined as and  is 

defined as . 

Select the size of the matrix , and check if  is positive definite.   

Check if  is positive definite.   

Verify if  that solves  also solves . 

For , find  using Jacobi and steepest descent methods and verify if they give 
correct solution (compare with exact numerical solution) 

Is there any difference between the convergence rate (iteration count) of both methods.   

Suggest a strategy to code both methods such that one can solve the problem on your laptop for 
very large values of  such as . 

Submit your solution as a Jupyter notebook.

Ax = b A A =

−2 1 0 0
1 −2 1 0
0 1 −2 0

⋱
0 0 0 −2

b

bk = k

n A

−A

x Ax = b −Ax = − b

n = 10,20,30,40,50 x

n n = 103



NM 92© 2026, Raghunathan Ramakrishnan, TIFR Hyderabad, INDIA

Geometrical meaning of Steepest Descent method 
Recall that the iteration formula in steepest descent is  where  is the 
search direction. 
Successive search directions are orthogonal to each other, i.e., . 
Since , we can also think that the successive steps are in orthogonal directions.

xk+1 = xk + αkrk rk = b − Axk

rk ⊥ rk−1
αkrk = xk+1 − xk
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Exercise: Solve , where  and  

Case 1:  is a non-singular matrix,  

Case 2:  is an approximately singular matrix,  

Case 3:  is an approximately singular matrix,  

Case 4:  is an approximately singular matrix,  

Find the singular values of the matrix  in each case, and find the condition number .   

For all cases, find the iterations required to converge the maximum element in the solution vector to  

What can one say about the successive directions in well-conditioned and ill-conditioned problems?

Ax = b b = [1
2]

A A = [4 2
2 2]

A A = [4 2
2 1.5]

A A = [4 2
2 1.1]

A A = [4 2
2 1.01]

A κ2(A)

10−5



NM 94© 2026, Raghunathan Ramakrishnan, TIFR Hyderabad, INDIA

Lanczos iteration

For illustrating Lanczos, let’s solve , where  and . First, let’s solve this system  

with steepest descent and find that the solution converges to  0.22222, 0.11111, 1.44444 

Ax = b A = [
4 1 0
1 3 1
0 1 2] b = [

1
2
3]
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In steepest descent, the iteration formula is , where .  

Only successive search directions are orthogonal to each other, i.e., , and as we have seen in the 
previous examples, orthogonality is not guaranteed between other iterations.   

In Lanczos and conjugate-gradient methods, the residual is orthogonal to all previous residuals with the 
iteration formula , where  is an  matrix with orthonormal columns 
and  is a -vector of coefficients.  

xk+1 = xk + αkrk rk = b − Axk

rk ⊥ rk−1

xk = x0 + Qkyk Qk = [q1, q2, …, qk] n × k
yk k

Lanczos iteration 
Initial step, . Start with a guess vector , the q-vector is the zero-vector , calculate 

the residual , and  

Iteration 1:  
(1)  
(2)  
(3)  is a  matrix. 

(4) Find  by solving  
(5)  
(6)  
(7) , which is not a residual but a Lanczos recurrence vector 
(8)

k = 0 x0 q0 = [0,0,0]T

r0 = b − Ax0 β0 = ∥r0∥2 = rT
0 ⋅ r0

q1 = r0/β0
α1 = qT

1 ⋅ A ⋅ q1
T1 = [α1] 1 × 1

y1 T1y1 = [β0]T

Q1 = [q1]
x1 = x0 + Q1y1
v1 = Aq1 − α1q1 − β0q0
β1 = ∥v1∥2
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Iteration 2:  
(1)  
(2)  

(3) is a  matrix. Include second row and second column.  

(4) Find  by solving  
(5)  
(6)  
(7)  
(8)

q2 = v1/β1
α2 = qT

2 ⋅ A ⋅ q2

T2 = [α1 β1

β1 α2] 2 × 2

y2 T2y2 = [β0,0]T

Q2 = [q1, q2]
x2 = x0 + Q2y2
v2 = Aq2 − α2q2 − β1q1
β2 = ∥v2∥2

Iteration 3:  
(1)  
(2)  

(3) is a  matrix. Include third row and third column.  

(4) Find  by solving  
(5)  
(6)  
   The next two steps are needed if we want to proceed to Iteration 4 

(7)  
(8)

q3 = v2/β2
α3 = qT

3 ⋅ A ⋅ q3

T3 =
α1 β1 0
β1 α2 β2

0 β2 α3

3 × 3

y3 T3y3 = [β0,0,0]T

Q3 = [q1, q2, q3]
x3 = x0 + Q3y3

v3 = Aq3 − α3q3 − β2q2
β3 = ∥v3∥2
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converged in 3 iterations
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Krylov subspace: 

The Lanczos recurrence vectors are of the form, , , and so 
on. 
In a simpler language, , , , and so on. 
-dimensional Krylov subspace is spanned by  

The Lanczos iteration constructs an orthonormal basis  for this Krylov subspace. 
The matrix  is the representation of  in the Krylov subspace:   
The matrix  is tridiagonal due to the recurrence relation .  
As , we have  or . The 
components of  lie along , , and  but orthogonal to other q-vectors.

v1 ≈ Aq1 ≈ Ar0 v2 ≈ Aq2 ≈ A2q1 ≈ A2r0

q1 ∝ r0 q2 ∈ span{r0, Ar0} q3 ∈ span{r0, Ar0, A2r0}
k {r0, Ar0, A2r0, …, Ak−1r0}

Qk = [q1, q2, q3]
Tk A Tk = QT

k AQk
Tk vk = Aqk − αkqk − βk−1qk−1

qk+1 = vk /βk βkqk+1 = Aqk − αkqk − βk−1qk−1 Aqk = βkqk+1 + αkqk + βk−1qk−1
Aqk qk−1 qk qk+1
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Simple implementation of Lanczos iteration



5. Eigenvalue problems

101
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Eigenvalue equation 
 is an eigenvalue equation where  and  (and ) is the right-eigenvector 

of  associated with the eigenvalue .  
Left multiplying the equation by  and , we get  . This 

equation can be written in a more familiar form as . 

The symbol  denotes Hermitian transpose (or transpose conjugate), . For a scalar, . 

Note that for an arbitrary vector, , which is not an eigenvector of ,  (which is called the 

Rayleigh quotient) will not correspond to an eigenvalue.  
For ,  (and ) is the left-eigenvector (with the eigenvalue ), if  .

Av = av A ∈ ℂn×n v ∈ ℂn×1 v ≠ 0
A a

vH ∈ ℂ1×n (vH)i = (vi) vHAv = vHav = avHv

a =
vHAv
vHv

()H ()H = ()T aH = a

x A
xHAx
xHx

A ∈ ℂn×n w ∈ ℂ1×n w ≠ 0 b wA = bw

Eigenvalue and eigenvector

Example:  and , , where the eigenvalue . Similarly, for , 

, where the eigenvalue .For the transpose, , , is not an 

eigenvalue equation. However, we have . So,  is the left eigevector of  with the 
eigenvalue . Similarly,   is the left eigenvector of  with the eigenvalue .

A = [1 1
0 2] v1 = [1

0] Av1 = 1v1 a1 = 1 v2 = [1
1]

Av2 = 2v2 a2 = 2 AT = [1 0
1 2] ATv1 = [1

1]
vT

1 AT = [1 0] = 1vT
1 vT

1 AT

a1 = 1 vT
2 AT a2 = 2

Example: Consider the complex matrix . Verify that the right eigenvectors are  

  associated with the eigenvalues   and . Consider the Hermitian transpose 

 and verify that the left eigenvectors are  and  associated with the eigenvalues 

 and . From this example, we see .

A = [ i 1
0 2] v1 = [1

0]
v2 = [ 1

2 − i] a1 = i a2 = 2

AH = [−i 1
0 2] vH

1 vH
2

a1 = − i a2 = 2 Av = av ⇔ (Av)H = (av)H ⇔ vHAH = a vH
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Invariant subspace and similar matrices 
Suppose  is a -dimensional subspace of , and  is an  matrix with columns 
forming the basis of the subspace . If , then   is an invariant subspace of .  
If  is an  matrix. We know that in , each column is a linear combination of 
columns of , i.e, . Then,  and  are similar matrices,  related by the similarity 
transformation . 
If  is an eigenvector of  associated with the eigenvalue , i.e., , then  

. This means,  is also an 
eigenvalue of  with the eigenvector . 
If , then all eigenvalues of  are also eigenvalues of  and vice versa. 
Suppose  is an  matrix ( ), then the eigenvalues of  is a subset of 
eigenvalues of . The equation  is not applicable as  is not invertible. Still, one can 
apply the equation  and derive the following 

, 
where we use the property that  is invertible even if  (which is rectangular) is not invertible. 

W k ℂn X = [x1, …, xk] n × k
W AX ∈ W W A

X = [x1, …, xn] n × n AX
X AX = XB A B

X−1AX = B
v A λ Av = λv

B = X−1AX ⟹ BX−1v = X−1AXX−1v = X−1Av = X−1λv = λX−1v λ
B X−1v

X−1AX = B A B
X = [x1, …, xk] n × k k < n B

A X−1AX = B X
AX = XB

AX = XB ⟹ XTAX = XTXB ⟹ (XTX)−1XTAX = (XTX)−1XTXB ⟹ B = (XTX)−1XTAX
XTX X

Similarity transformation

Exercise: Find the eigenvalues of  using the Numpy function a,V=np.linalg.eig(A), 

where a is an 1D array of eigenvalues and V is matrix whose columns are the eigenvectors. For 

, find  (using np.linalg.inv(X) for matrix inverse) and its eigenvalues.  

A = [2 1
0 3]

X = [1 1
1 −1] B = X−1AX

Exercise: For , , and , show that each column of  is a linear 
combination of columns of .

A ∈ ℂn×n X = [x1, …, xk] ∈ ℂn×k AX = XB AX
X
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Exercise: Find  the eigenvalues of  and for  find  and 

show that the eigenvalues of  are a subset of eigenvalues of . Hint: find the transpose of  as X.T

A = [
2 1 1
0 3 4
0 0 1] X = [

1 1
1 −1
0 0 ] B = (XTX)−1XTAX

B A X
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Dominant eigenpair 
Given an  matrix , with , the power method computes the eigenvector 
corresponding to  by repeatedly multiplying  with a random unit vector  
Choose a unit vector  such that  and for various iterations  

(1)  
(2)  

The method fails to converge when . In such case, one can find the corresponding 
eigenvector by fixing the phase of the first component. 

n × n A |λ1 | > |λ2 | ≥ |λ3 | ≥ …
λ1 A q0

q0 ∥q0∥2 = 1 k = 1,2,…
zk = Aqk−1
qk = zk /∥zk∥2

|λ1 | = |λ2 |

Power Method

Proof 
Let the initial guess vector be a non-zero vector . The power method generates 

, where  
The eigenvectors of  form the basis of an -dimensional space, . Hence,   can be expressed as 
a linear combination of eigenvectors 

 

 

As , , and . Hence, . Upon normalization, we 

will get the eigenvector, . 

x(0)

x(k) = Ax(k−1) = Akx(0) k = 1,2,…
A n ℝn x(0)

x(0) =
n

∑
i=1

cixi ⟹ Akx(0) =
n

∑
i=1

Akcixi =
n

∑
i=1

ciAkxi =
n

∑
i=1

ciλk
i xi = λk

1

n

∑
i=1

ci ( λi

λ1 )
k

xi = λk
1 [c1x1 +

n

∑
i=2

ci ( λi

λ1 )
k

xi]
k → ∞ |λ1 |k → ∞ ( λi

λ1 )
k

→ 0 lim
k→∞

Akx(0) = = λk
1 [c1x1]

x1
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Simple implementation of Power iteration

Eigenvalue is the Rayleigh quotient 
Once the eigenvector, , is determined, the eigenvalue can be determined as the Rayleigh quotient x1

r(x1, A) =
xT

1 Ax1

xT
1 x1
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Simple implementation of Power iteration as a function
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Inverse power method for eigenvalue of smallest magnitude 
If one repeats the power method using  instead of , the procedure converges to the 
eigenvector corresponding to the eigenvalue of smallest magnitude. Instead of , we will 
do   

A−1 A
zk = A−1qk−1

zk = linalg . solve(A, qk−1)
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Shifted inverse power method for eigenvalue close to a target 
Suppose we are interested in the eigenvalue close to a real number , one can modify the inverse-
power method using . 

μ
zk = linalg . solve(A − μI, qk−1)
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Prevent oscillatory non-convergence by fixing the phase of the eigenvector

First element of the eigenvector is always positive
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Exercise: Apply the power, inverse power, and shifted inverse power methods to 

. Use  for the shifted inverse power method. Does the procedure 

converge? If not, diagnose the problem.

A =
−7 13 −16
13 −10 13

−16 13 −7
μ = 10
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Spectral representation of a matrix 
Let us consider a real, symmetric matrix as in the previous problem.  
If a matrix can be diagonalized, we can write , where  is a diagonal matrix. 
The orthogonal matrix  is a row of eigenvector columns . The eigenvectors are 
normalized, i.e, . 
We can rewrite the original equation as . Since  is a diagonal matrix, 
we can write it as  

 

The last equation gives the spectral representation of a symmetric matrix. 

Deflation 

If we subtract from  one of the components, the resulting matrix, , will have 

 eigenvalues, . 

Power method with deflation 
After finding the eigenvector  and the corresponding eigenvalue  with the power method, one 
can set   and continue to find the next dominant eigenpair and so on.

XTAX = Λ Λ
X X = [x1, x2, …, xn]

XTX = I ⟹ xkTxk = 1
XTAX = Λ ⟹ A = XΛXT Λ

A = [x1, x2, …, xn] Λ [x1, x2, …, xn]T = [x1, x2, …, xn] Λ [xT
1, xT

2, …, xT
n ] =

n

∑
i=1

xiλixT
i =

n

∑
i=1

λixixT
i

A A − λ1x1xT
1 =

n

∑
i=2

λixixT
i

n − 1 λ2, λ3, …, λn

x1 λ1
A = A − λ1x1xT

1

Hotelling deflation
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Repeating one more deflation will give a zero matrix
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Power method with deflation

Note that removing one component does not make the resulting matrix block-diagonal as we are 
removing an eigenvector and not a coordinate in which the matrix is represented.
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2x2 problem with analytic eigenvalues and eigenvectors 
Suppose we have . 

Since  is an orthogonal matrix, we can express it as . It is easy to verify that 

 
We can express  as  

 

 

 

This matrix will be diagonal if the off-diagonal element vanishes,  

 

The two eigenvalues are  
 and   

The corresponding eigenvectors are the columns of  

XTAX = Λ

X X = [cos θ sin θ
sin θ −cos θ]

XTX = I
XTAX

XTAX = [cos θ sin θ
sin θ −cos θ] [A11 A12

A21 A22] [cos θ sin θ
sin θ −cos θ]

=
A11 cos2 θ + A22 sin2 θ + A12 sin 2θ

1
2

(A11 − A22)sin 2θ − A12 cos 2θ

1
2

(A11 − A22)sin 2θ − A12 cos 2θ A11 sin2 θ + A22 cos2 θ − A12 sin 2θ

1
2

(A11 − A22)sin 2θ − A12 cos 2θ = 0

⟹
1
2

(A11 − A22)sin 2θ = A12 cos 2θ ⟹
sin 2θ
cos 2θ

= tan 2θ =
2A12

A11 − A22
⟹ θ0 =

1
2

tan−1 2A12

A11 − A22

λ1 = A11 cos2 θ0 + A22 sin2 θ0 + A12 sin 2θ0 λ2 = A11 cos2 θ0 + A22 sin2 θ0 − A12 sin 2θ0

X = [cos θ0 sin θ0

sin θ0 −cos θ0]

Jacobi rotation
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Implementation for 2x2 case
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 problem 
For a general symmetric eigenvalue problem, we will apply the Jacobi rotation through a sequence of 
planar rotations to eliminate the off-diagonal elements.  
Suppose the largest off-diagonal element is , then we will define a planar rotation matrix as  

 

Find the next largest off-diagonal element of the rotated matrix  and build the 
corresponding planar rotation matrix .  
Upon several such rotations, the matrix  becomes a diagonal matrix, while the eigenvector matrix 
(or the similarity transformation matrix) is defined as  

 
, where  is a large number 

To generalize, . 

n × n

Ar,s

Q(1)(i1, j1, θ1) =

1
⋱

cos θ ⋯ sin θ
⋮ ⋱ ⋮

sin θ ⋯ −cos θ
⋱

1
A(1) = Q(1)AQ(1)

Q(2)(i2, j2, θ2)
A(m)

X = Q(m)(i,, jm, θm) ⋅ … ⋅ Q(2)(i2, j2, θ2) ⋅ Q(1)(i1, j1, θ1) m

X = lim
m→∞

m

∏
k=1

Q(ik, jk, θk)
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Simplying the updates 

 (which scales as ) can be simplified as  

 (which scales as ) can be simplified as follows 
, ,  

 
 

 
 

For  
,  
,  

Xnew = XQ 𝒪(N3)
Xnew[: , i] = cX[: , i] + sX[: , j]
Xnew[: , j] = sX[: , i] − cX[: , j]

Anew = QAQ 𝒪(N3)
aii = A[i, i] aij = A[i, j] ajj = A[ j, j]
A[i, i] = c2aii + 2csaij + s2ajj
A[i, j] = csaii + (s2 − c2)aij − csajj
A[ j, i] = A[i, j]
A[ j, j] = s2aii − 2csaij + c2ajj

k ≠ i; k ≠ j
A[k, i] = caki + sakj A[i, k] = A[k, i]
A[k, j] = saki − cakj A[ j, k] = A[k, j]
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